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ABSTRACT

Space Domain Awareness (SDA) systems require operators to manage increasingly complex sensor networks through
specialized scripting languages and legacy interfaces. While automation has advanced sensor scheduling and data
fusion capabilities, the human-computer interface remains a critical bottleneck that limits operational efficiency. We
present an on-premises natural language processing (NLP) system that leverages a large language model (LLM) to
enable natural language command and control of the MACHINA (Mission-driven Autonomous Collaborative Hetero-
geneous Intelligent Network Architecture) framework for space operations. Our approach uses a state-based graph
architecture using a 24B parameter open-source model, supporting three core capabilities: autonomous objective
definition that translates natural language into structured commands, sensor-target visibility assessment, and prelim-
inary system performance monitoring. Through trajectory-based evaluation, we demonstrate that our agent achieves
high task completion rates (>90%) while maintaining process fidelity and error recovery mechanisms. Our analysis
shows that reliable agent-based control emerges with larger models (24B+) compared to simpler structured output
tasks achievable with 7B models. Our findings suggest that natural language processing systems are able to replace
specialized scripting languages and dedicated visual interfaces for some tasks. More broadly, our work validates a
template for deploying LLM-based agents in defense environments with potential to enhance operational workflows
while preserving human oversight.

1. INTRODUCTION
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Fig. 1: Agent Control Loop. A LangGraph state machine with persistent state coordinates an LLM-based agent,
Python tools node, Pydantic-based editor node, and human-on-the-loop node. The agent processes natural language
inputs and invokes tool wrappers that interface with MACHINA’s belief state and objective manager services via a
Representational State Transfer (REST) Application Programming Interface (API).



1.1 The Challenge of Modern Space Domain Awareness

The proliferation of satellites and the global democratization of launch services have increased orbital congestion [27,
28]. However, Space Domain Awareness (SDA) tools still require specialized expertise to manage this complexity.
Operators face operational challenges with legacy SDA systems, navigating specialized scripting languages and com-
plex user interfaces for sensor network command and control. These methods are time-consuming and error-prone,
and often cannot match the pace with the dynamic nature of modern space operations.

1.2 Large Language Models for Sensor Orchestration

We present a single-agent architecture that enables natural language interaction with the MACHINA (Mission-driven
Autonomous Collaborative Heterogeneous Intelligent Network Architecture) framework. This approach reduces fric-
tion in human-machine interfaces by eliminating the need for operators to master specialized scripting languages,
complex JSON schemas, and manual form-based interactions. Figure 1 depicts the single-agent control loop archi-
tecture, showing how natural language inputs flow through the large language model (LLM) agent and specialized
nodes before translating into REST API calls to MACHINA'’s services. Our key contributions can be summarized as
follows: (1) we introduce a role-based state machine approach where an LLM assumes different functional contexts,
avoiding the coordination overhead and latency of traditional multi-agent systems while maintaining air-gap compat-
ibility, (2) we develop comprehensive trajectory-based evaluation metrics that assess both task outcomes and process
fidelity, demonstrating improvements over baseline approaches, and (3) we demonstrate practical integration of three
SDA capabilities including autonomous objective definition, real-time sensor-target visibility assessment, and system
performance monitoring through a unified conversational interface.

2. RELATED WORK

2.1 Automation in Space Domain Awareness

Previous research has primarily addressed sensor scheduling and data fusion optimization for managing the increasing
number of resident space objects [18]. While some systems like the Dynamic Optical Telescope System (DOTS)
can dynamically re-task in response to events with no human intervention [10], the human-computer interfaces for
controlling and monitoring these automated systems remain an area for improvement. Our work complements these
automation efforts by focusing on the human-computer interface, with the aim of making the front-end control of these
automated systems more accessible to operators.
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Fig. 2: MACHINA Objective Processing Pipeline. System architecture where the LLM interprets natural language
to generate structured objectives (Custody, Revisit, etc.). Objectives undergo hierarchical decomposition, potentially
via sub-objectives (Oy), producing sets of atomic intents (i’;). These intents collectively form the input specification
for the scheduler. '



2.2 Command and Control Systems

Modern SDA requires sophisticated command and control (C2) architectures capable of orchestrating globally dis-
tributed, heterogeneous sensor networks. The MACHINA framework represents a state-of-the-art solution to this
challenge [11]. MACHINA realizes an autonomous agent architecture that combines reactive dataflow programming
with cloud-native microservices, enabling resilient operation across distributed computing environments. The frame-
work introduces SPACEPLAN, a domain-specific language that allows operators to specify high-level objectives which
are automatically compiled into sensor-specific intents and scheduled for execution, as shown in Figure 2. Importantly,
MACHINA exposes both a structured API and belief state database that provide programmatic access to the agent’s
world model and decision-making processes. MACHINA'’s exposed API and belief state database make it well-suited
for LLM integration, enabling the agent to directly leverage existing ontologies and command structures. By align-
ing our work with MACHINA's operational deployment in defense environments, we ensure immediate applicability
while benefiting from its proven resilience and scalability in real-world SDA operations.

2.3 Large Language Models in Specialized Domains

The application of LLMs has expanded beyond general conversation to specialized fields requiring structured out-
puts. In software engineering, models like Codel.lama and GPT-series have demonstrated remarkable performance on
code generation benchmarks such as HumanEval and MBPP, establishing robust natural-language-to-code (NL2Code)
translation capabilities [12, 13]. This paradigm extends to robotics, where LLMs translate high-level commands into
executable action sequences through hierarchical planning architectures [4, 30]. Scientific computing has similarly
benefited, with LLMs successfully generating complex configuration files for specialized simulators like CARLA and
FireFOAM directly from natural language descriptions [2, 15, 34]. These applications share a common challenge:
bridging semantic gaps between human intent and machine-executable formats while ensuring structural correctness
through techniques like schema-constrained decoding and iterative refinement [1, 3, 19]. Our agent applies these
proven principles to the unique syntax and constraints of MACHINA within the context of SDA.

2.4 Human-Machine Teaming and Operator Trust

Effective Human-Machine Teaming (HMT) is a foundational requirement for integrating LLMs into high-stakes do-
mains, with a focus on augmenting, rather than replacing, operator capabilities to improve decision-making [29]. Cen-
tral to this partnership is operator trust, a factor that recent space domain studies identify as critical for the adoption of
autonomous systems [9, 26]. To build this trust, prior HMT research outlines several core design tenets. These prin-
ciples include ensuring transparency and observability into system processes, providing operators with directability
over the system’s reasoning and actions, and guaranteeing predictability in system outcomes. The agent’s architecture
implements these tenets with human-on-the-loop intervention points and explicit state-tracking within the graph-based
reasoning process, ensuring operators remain in control.

2.5 Secure and On-Premises Large Language Models

Requirement Cloud-Based On-Premises (Non-Agent) On-Premises (Agent)
Data Sovereignty External risk Full control Full control
Air-Gap Capability Not possible Native support Native support
Latency (per call) 1-3s + network < 5s (7B model) < 10s (24B model)
DIL Environment Requires connection Fully autonomous Fully autonomous
Min. Model Size N/A 7B params 24B params
Hardware Req. N/A Single GPU Multi-GPU/A100

Table 1: Deployment comparison for Defense SDA Operations. Only on-premises deployments meet security
requirements, with agent-based systems requiring larger models (24B+).

Defense applications require that operational data remain under control, as data sovereignty extends beyond simply
hosting data within national borders. Cloud-based LLM architectures introduce unacceptable vulnerabilities through
expanded attack surfaces and multi-tenancy risks [21], compounded by LL.M-specific threats including prompt injec-
tion and model theft as cataloged by OWASP [20]. Table 1 summarizes the operational differences between deploy-
ment architectures. Our approach uses air-gapped, on-premises deployment consistent with military LLM implemen-
tations [25].



While our prior work [7] demonstrates that 7B-parameter models suffice for basic structured output generation tasks
(achieving >90% accuracy on objective parsing), agent-based command and control systems introduce fundamentally
different computational requirements. Agent frameworks like LangGraph demand sophisticated tool-use capabilities,
extended context windows for maintaining conversation state across graph traversals, and complex reasoning for dy-
namic decision-making. These requirements demand the use of larger models. Our agent implementation utilizes
MISTRAL-SMALL-3.1-24B [17], a 24 billion parameter model, to achieve reliable performance while remaining de-
ployable on standard hardware. This architecture improves resilience in disconnected environments while maintaining
the chain of custody required for operations.

2.6 Open-Source Models for Agentic Control

Recent advances in open-source LLMs have transformed their viability for agent-based command and control systems.
Building upon our previous work with SatSim Chat [8], we have observed progress in open-source capabilities. In that
work, we observed that only state-of-the-art closed-source models could successfully operate within complex graph-
based agent frameworks. New open-source models such as MISTRAL-SMALL-3.1-24B now achieve a composite
score of 0.221 on our agent benchmark, an improvement from the previous year when open-source models had a 0%
success rate. The composite scoring methodology combines four operational dimensions:
P:w,-s,+wc-sc+wa~sa+wd-M D
dmax - dmin
where wy, w,, w,, and w, represent weights for task completion rate, critical field accuracy, change adaptation success,
and an inverted normalized score for output conformity, respectively. Equation 1 provides a holistic assessment of
SatSim agent capabilities beyond simple accuracy metrics.
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Fig. 3: Open-source model viability. Weighted SatSim agent score comparison for agent-based control capabilities
between open-source (MISTRAL-3.1-24B) and closed-source models (GPT-40, GPT-4.1-mini, GPT-4.1-nano) on the
SatSim agent benchmark [8]. The dashed line represents the average performance of closed-source OpenAl models,
highlighting a 3.8 x performance gap. Open-source models demonstrate viability for agent operations, marking a
threshold for consideration in secure deployments despite the remaining capability differences.

As shown in Figure 3, while closed-source models maintain superiority with scores exceeding 0.844, the progression
from zero to measurable performance supports the exploration of open-source alternatives for secure, air-gapped de-
ployments. This progression suggests that domain-specific architectural adaptations, such as structured state machines
and validation layers, may partially compensate for the current performance gap.



3. SYSTEM ARCHITECTURE AND METHODOLOGY

3.1 System Architecture Overview

The agent leverages a state-based graph architecture that enables natural language command and control of the
MACHINA framework for SDA operations. Unlike traditional multi-agent systems that require complex coordina-
tion protocols, our approach utilizes a single LLM agent operating within a state machine, where the agent assumes
different functional roles based on the current context. This architecture simplifies coordination and preserves the
session’s state while reducing latency through elimination of inter-agent communication overhead, resulting in more
transparent, linear execution flows.

The system architecture comprises four primary components interconnected through a LangGraph-based state ma-
chine. The graph state maintains operational information including conversation history, working objective documents,
and control flags for human intervention and document revision requirements. This state-centric design ensures all
system components share a consistent view of the current operational context, enabling seamless transitions between
different functional modes while preserving contextual information across extended sessions.

The architecture interfaces with MACHINA through RESTful APIs, leveraging the framework’s existing belief state
database and objective manager services. This integration approach ensures compatibility with deployed defense
systems while maintaining the flexibility to adapt to evolving MACHINA capabilities. The system operates in a
fully air-gapped configuration, utilizing an on-premises deployment of the MISTRAL-SMALL-3.1-24B model through
vLLM [14].

3.2 State-Based Agent Design

The use of a state machine is a cornerstone of our agent’s design, providing a structured and predictable framework
for LLM-based command and control. The system implements four distinct nodes within the LangGraph framework,
each serving specific functions. The chat node serves as the primary interface point, processing natural language
inputs and determining appropriate actions through tool binding mechanisms. This node leverages prompt engineering
to maintain context while enabling the LLM to invoke both MACHINA -specific tools and other tools for requesting
assistance or document modifications.

The tools node, implemented using LangGraph’s pre-built tool component, executes actual API calls to MACHINA
services. This abstraction layer ensures clean separation between the LLM’s decision-making processes and the un-
derlying system interactions.

The editor node specializes in transforming natural language requirements into structured JSON documents conform-
ing to MACHINA'’s objective schemas. This node uses Pydantic-based structured output generation with validation
mechanisms to ensure schema compliance while maintaining flexibility in handling incomplete or ambiguous user
specifications [6].

The human node implements a safety mechanism, providing intervention points when the system encounters ambi-
guity or requires clarification. This human-on-the-loop pattern ensures operational safety while maintaining system
autonomy for routine tasks. The state transitions between nodes follow conditional logic, which evaluates the current
state, tool calls, and control flags to select the appropriate execution path. This design enables adaptation to dynamic
scenarios while maintaining predictable behavior patterns.

3.3 Natural Language Processing Pipeline

Our pipeline implements a multi-stage approach to bridge the semantic gap between human operators and MACHINA’s
structured command language. The pipeline begins with intent recognition, where the LLM analyzes user input to
identify objectives. This stage leverages the model’s contextual understanding to disambiguate references and interpret
implicit requirements within the space operations domain.

The information gathering stage relies on conversational interaction patterns to iteratively collect required parame-
ters. The system maintains context across multiple conversation turns, understanding pronoun references and implicit
specifications. For example, when an operator specifies “change the priority to 5,” the system correctly associates this
modification with the current objective under construction. This contextual maintenance relies on the message history
in the agent’s graph state, enabling natural conversation while capturing all necessary information.



9 Give me the registered objectives in MACHINA

| ) I Here are the available objectives:
@

e CatalogMaintenanceObjective

Create a new periodic revisit objective with: TARGET-

A, SENSOR-A, TEST mode, ‘U’" markings, priority 2, five
frames, two revisits per hour, ignore other intents. Set
RATE_TRACK_SIDEREAL collects and integration time 10

e PeriodicRevisitObjective \|é|| Here is the PeriodicRevisitObjective:

o SearchObjective

Which one would you like to define?

9 | want a periodic revisit. Please load the schema for it

f S, I Here is the schema for the PeriodicRevisitObjective:
@

Would you like to submit this objective?

e Yes, please submit this objective to MACHINA

‘ The objective has been submitted successfully with UUID:
‘lgll 2552c804-6dd8-4844-868b-af14dcc8bab2

How would you like to define this objective?

Fig. 4: Natural language to structured objective. Example natural language interaction showing the complete objec-
tive definition workflow. The agent progressively guides the operator from initial query through schema presentation,
parameter specification, and final objective submission to MACHINA.

Figure 4 illustrates the natural language processing (NLP) pipeline through a representative interaction. The conversa-
tion demonstrates the system’s ability to: (1) respond to high-level queries about available objectives, (2) retrieve and
present relevant schemas in both JSON and natural language formats, (3) interpret complex multi-parameter specifi-
cations through zero-shot parsing, and (4) generate a fully-formed objective document that conforms to MACHINA’s
requirements. Notably, the system successfully parses technical specifications while maintaining conversational co-
herence throughout the interaction.

Structured document generation represents the most technically challenging aspect of the pipeline. The editor node
uses a prompt template that combines user requirements, current document state, and formal schema constraints.
The implementation utilizes LangChain’s Pydantic output parser to enforce structural correctness while maintaining
semantic accuracy. Our prompt engineering incorporates formatting instructions, schema documentation, and error
prevention strategies to maximize zero-shot generation accuracy [5, 31].

3.4 Autonomous Objective Definition

The autonomous objective definition capability demonstrates the system’s ability to translate high-level operational
requirements into executable MACHINA objectives. This capability encompasses the complete workflow from initial
user intent through final objective submission to the MACHINA belief state, as shown in Figure 4. The implemen-
tation supports all registered MACHINA objective types, including periodic revisit, catalog maintenance, and search
objectives, among others.

The capability employs dynamic schema management to adapt to new objective types without requiring system modi-
fications. When users request information about specific objectives, the system fetches schemas from MACHINA'’s ob-



jective manager service, generates corresponding Pydantic models, and uses these models for validation and structured
output generation. This approach ensures the system remains synchronized with MACHINA'’s evolving capabilities
while maintaining type safety and validation requirements.

The objective submission process implements a two-phase commit pattern. First, the system creates the objective
within MACHINA’s belief state, obtaining a unique identifier. Subsequently, it initiates the objective through the
objective manager service, providing all parameters for execution. This pattern ensures atomicity in objective creation
while maintaining consistency between the belief state and execution engine. Error handling mechanisms at each stage
provide feedback to operators when issues arise.

3.5 Sensor-Target Visibility

The agent provides a dynamic, real-time visibility assessment capability that allows operators to query sensor-to-
target line-of-sight (LOS) status using natural language, as depicted in Figure 5. This capability uses API calls and
database queries to retrieve sensor locations and satellite two-line elements (TLEs) from the MACHINA belief state.
The system leverages the Skyfield orbital mechanics library to perform astrodynamics calculations. This allows the
agent to evaluate current visibility by checking if a target is sunlit and above a given sensor’s local horizon during
astronomical twilight at the ground station.
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Fig. 5: Sensor-target visibility geometry. The fundamental alt-azimuth coordinate system showing altitude (6,;;) and
azimuth (¢,;) angles used to define a satellite’s LOS relative to a ground sensor. The agent calculates this geometry to
translate natural language queries into the precise pointing vectors required for real-time assessment.

If a target is not immediately visible, the agent autonomously propagates the orbit to identify and report future viewing
opportunities within a 96-hour window. For more complex queries, the system initiates a parallelized search across all
cataloged targets to identify any object with current or imminent visibility for a specified sensor. This multi-threaded
approach ensures rapid response times for operations requiring rapid response. The entire process remains transparent
to the operator, who receives a concise, actionable summary of the visibility status.

3.6 System Introspection and Status Monitoring

The system introspection capability provides real-time analytical insights into the MACHINA collection pipeline
through natural language queries. This capability enables operators to monitor system health, assess sensor perfor-
mance, and identify potential bottlenecks without requiring direct database access or specialized query languages. The
implementation leverages statistical analysis of intent data structures, which represent individual collection requests
as they progress through the MACHINA scheduling and execution pipeline.

The agent performs analysis across several parameters including collection status distribution, sensor-specific perfor-
mance metrics, priority allocation patterns, and request update frequencies. When operators query sensor performance,
the agent aggregates intent data to provide targeted insights such as failure rates for specific sensors or system-wide



collection statistics. The capability applies efficient single-pass algorithms to analyze potentially thousands of concur-
rent intents while maintaining operationally acceptable response times.

Operators can verify objective execution success, identify underperforming sensors, and detect anomalous patterns
in the collection pipeline. The natural language interface abstracts complex data structures, allowing operators to
obtain actionable intelligence through conversational queries. The methodology presented combines state-based agent
architectures with NLP pipelines to enable intuitive interaction with MACHINA.

4. EXPERIMENTAL EVALUATION

4.1 Evaluation Framework

To validate the performance of our LLM-based agent, we have designed an experimental framework grounded in
agent assessment methodologies. This evaluation moves beyond traditional metrics focused solely on task outcomes
to incorporate a process-centric analysis of the agent’s behavior within a simulated environment. Our objective is to
quantify both task completion and execution quality, assessing the efficiency, fidelity, and robustness of the agent’s
decision-making process. This approach is necessary for establishing trust and ensuring reliability for deployment in
real-world SDA applications.

4.2 Trajectory-Based Evaluation Methodology

While early assessments of LLMs focused on the quality of static, final outputs, recent research emphasizes that for
an agent that interacts with an environment over multiple steps, the process is as important as the outcome [35, 36].
Our framework adopts a trajectory-based evaluation methodology. We define a trajectory as the complete, ordered
sequence of states, tool invocations, and state modifications the agent undertakes to fulfill an operator’s command.
This process-centric view enables the direct assessment of core agentic capabilities such as planning, tool use, and
error recovery, which are not captured by outcome-only validation techniques [32]. By analyzing the full trajectory,
we can identify inefficiencies or potential failure modes that would otherwise go undetected, aligning our approach
with best practices for creating dependable agentic systems.

4.3 Simulation Environment and Scenarios

Our experiments are conducted within a high-fidelity simulation environment that emulates the MACHINA frame-
work’s API and belief state database. This allows for controlled, repeatable, and instrumented testing of the agent’s
full capabilities. We have developed a suite of evaluation scenarios designed to provide assessment of the agent’s
primary functions: autonomous objective definition, real-time visibility assessment, and system performance moni-
toring. Each scenario is a self-contained test case that includes an initial natural language prompt, a configuration for
environment perturbations, and a golden trajectory. This golden trajectory represents an optimal sequence of state
transitions and tool calls required to solve the task efficiently and correctly. This trajectory-based evaluation approach
follows established practices in LLM agent evaluation [35]. In this context, comparing agent execution paths against
reference trajectories has emerged as a methodology for assessing both task completion and process quality [22]. Such
simulation-based methodologies are now standard across agent benchmarks [16]. This scenario-based design enables
performance analysis across operational tasks ranging from simple objective creation to dialogues requiring dynamic
replanning.

4.4 Evaluation Metrics

We use a multi-layered evaluation methodology to construct a holistic view of agent performance. This approach
evaluates outcomes, execution paths, and error recovery.

Outcome Accuracy establishes a performance baseline by verifying the correctness of the agent’s final outputs. We
measure the Task Completion Rate (TCR), the percentage of scenarios where the agent successfully reaches a terminal
state, and the Final State Accuracy (FSA), which quantifies the correctness of the generated objective documents
against the ground truth reference file [22].

Process Fidelity assesses the quality and efficiency of the agent’s decision-making process. We compare the agent’s
logged action trajectory against the golden trajectory using several key metrics. Tool Selection Accuracy measures
whether the agent selects appropriate tools for given tasks [35]. Parameter Generation Accuracy assesses whether the
agent correctly extracts and provides the necessary arguments for each tool call. Finally, Path Efficiency, as formulated



in Equation 2, quantifies the alignment between the agent’s trajectory, denoted as A, and the golden trajectory, G. The
metric combines a sequence similarity score computed using the Ratcliff-Obershelp algorithm [24] with a penalty for
length discrepancies, thus penalizing both suboptimal action ordering and superfluous or omitted steps.

min(|G}, |A])

E =Sim(G,A): —————~
parn = SIm(G,A) - IGTIAD

2

Robustness tests the agent’s resilience under non-ideal conditions, which many agent evaluations omit [33]. Using
the high-fidelity simulation environment, we programmatically inject faults, such as tool API failures or ambiguous
user inputs. We then measure the Fault Tolerance Rate, the percentage of fault-injected scenarios where the agent
still achieves the primary task goal. The Error Recovery Rate measures the agent’s ability to detect failures and either
self-correct or appropriately escalate to the human operator [35].

4.5 Results and Analysis

The evaluation framework assesses the performance of our agent, which uses MISTRAL-SMALL-3.1-24B-INSTRUCT-
2503, against a baseline agent using MAGISTRAL-SMALL-2506 [23] over 500 episodes (50 tasks x 10 runs). Both
models share the same 24B parameter architecture and Apache 2.0 licensing, enabling direct comparison while main-
taining on-premises deployment compatibility. We selected MAGISTRAL-SMALL-2506 as our baseline because it
is an open-source alternative with reasoning capabilities through long chains of thought, making it a benchmark for
agent-based control tasks. Both agents utilize identical LangGraph state machine architectures and tool access, iso-
lating the impact of the underlying model’s function-calling and reasoning abilities on agent performance. Table 2
presents the results across outcome accuracy, process fidelity, and robustness dimensions.

Metric Baseline (Magistral) Our Agent (Mistral-Small-3.1)
Outcome Accuracy (%)

Task Completion Rate (TCR) 83.3+3.8 953+23
Final State Accuracy (FSA) 80.1 £6.6 81.3+2.6
Response Accuracy 594+64 64.6 +7.4
Process Fidelity (%)

Tool Selection Accuracy 62.1+£2.7 91.2+1.9
Parameter Generation Accuracy 100.0 £ 0.0 100.0 £ 0.0
Path Efficiency 52.6+4.0 79.6 2.6
Robustness (%)

Fault Tolerance Rate 85.0+£5.5 914 +44
Error Recovery Rate 53.6+£6.0 86.4+53

Table 2: Agent Performance Evaluation. Comparative evaluation of agent performance between the MAGISTRAL-
SMALL-2506 baseline and our agent using MISTRAL-SMALL-3.1-24B-INSTRUCT-2503. Values represent mean +
95% confidence interval margin of error across 500 episodes.

Figure 6 highlights three operational metrics that determine system viability. Our agent achieves a Task Completion
Rate of 95.3%, representing a 12 percentage point improvement over the Magistral baseline’s 83.3%. This improve-
ment demonstrates that MISTRAL-SMALL-3.1’s enhanced function-calling capabilities translate directly to more re-
liable task execution, with non-overlapping confidence intervals confirming statistical significance. The Final State
Accuracy shows minimal improvement from 80.1% to 81.3%, though with reduced variance (confidence interval nar-
rowing from +6.6% to £2.6%), indicating more consistent performance even if absolute accuracy gains remain modest.
Similarly, the Response Accuracy reported in Table 2 is likely a conservative estimate, as our evaluation uses strict
keyword matching over semantic equivalence, which can penalize logically correct but differently phrased answers
(see Appendix A.8). Most notably, the Error Recovery Rate increases from 53.6% to 86.4%, a 32.8 percentage point
improvement that represents the largest operational enhancement.



Baseline
I Our Agent

100 +2.3%

+3.8%

-

S
>
Q
©
S
> 60
Q
Q
<
~
Q
2w 83.3%
@

20

Task Completion Rate Final State Accuracy Error Recovery Rate

Fig. 6: Operational Performance Metrics. Comparison of operational metrics between the MAGISTRAL-SMALL-
2506 baseline and our agent using MISTRAL-SMALL-3.1-24B-INSTRUCT-2503 over 500 episodes. Task Comple-
tion Rate demonstrates system reliability, Final State Accuracy measures output correctness, and Error Recovery Rate
indicates operational resilience. Error bars represent 95% confidence intervals.

The process fidelity metrics reveal the mechanisms underlying these operational improvements. Tool Selection Accu-
racy increases from 62.1% to 91.2%, indicating that our agent correctly maps natural language intent to system func-
tions in over nine out of ten cases. This 29.1 percentage point improvement represents the most substantial process
enhancement and directly enables the higher task completion rate. The superior tool selection performance demon-
strates that MISTRAL-SMALL-3.1’s native function-calling training provides benefits over MAGISTRAL’s reasoning-
focused architecture for agent-based control tasks. Path Efficiency improves from 52.6% to 79.6%. This reflects our
agent’s improved performance in both path length and action sequencing, reducing its path overhead to ~25% from
the baseline’s 50%. Both systems achieve perfect Parameter Generation Accuracy (100.0%), confirming that once the
correct tool is selected, parameter extraction occurs without errors, providing a safety guarantee against hallucinated
mputs.

The robustness metrics further validate operational readiness. When faced with simulated API failures and ambiguous
inputs, our agent maintains a Fault Tolerance Rate of 91.4% compared to the baseline’s 85.0%. The Error Recovery
Rate improvement from 53.6% to 86.4% demonstrates that the agent successfully leverages its human-on-the-loop ar-
chitecture to detect failures and either self-correct or appropriately escalate to operators. This maintains functionality
under adverse conditions provides the reliability required for deployment in SDA operations. These results establish
that the state-based agent architecture, when combined with a model trained for function-calling, produces improved
operational performance. This approach also successfully maintains the security requirements of on-premises de-
ployment. The choice of MISTRAL-SMALL-3.1-24B-INSTRUCT-2503 over the reasoning-optimized MAGISTRAL-
SMALL-2506 validates that agent-specific capabilities outweigh pure reasoning performance for command and control
applications.

5. OPERATIONAL BENEFITS AND DISCUSSION

5.1 Enhanced Readiness and Response

The agent enables natural language control of SDA operations while maintaining human decision-making author-
ity. Operators interact through conversation rather than specialized syntax, with mandatory and auditable approval
checkpoints ensuring human oversight of all sensor tasking decisions. The system’s 86.4% error recovery rate and
human-on-the-loop architecture provide the operational safeguards required for defense applications.



5.2 Reduced Training Requirements

The introduction of an LLM agent may reduce operator reliance on user guides and step-by-step procedures. Instead of
rigid, manual-driven interaction, the agent enables a more intuitive, goal-oriented workflow, allowing training to focus
less on rote user interface (UI) and user experience (UX) manipulation and more on higher-level operational concepts.
Training operators with specific procedures and checklists remains the standard for guaranteeing reproducibility. How-
ever, LLM assistance reduces the need for procedure development. For example, when operators are trained to input a
periodic revisit objective for MACHINA, they currently need a step-by-step procedure for each field of the form. With
the agent, these steps are reduced to simply requiring the operator to have essential fields on hand (targets, timeframe,
sensors, etc.) while the agent assists in completing the necessary form details. The same procedural simplification
applies to sensor-target visibility assessments and system monitoring.

By reducing the need for UI/UX training and procedural memorization, instructional time may be reallocated to other
mission-focused topics. Operators can learn concepts directly related to SDA mission outcomes, such as tasking
objectives, technical sensor details, or orbital dynamics and space warfighting principles.

5.3 Multi-Sensor Management

As sensor networks become larger and more heterogeneous, a unified natural language interface provides a scalable
method for orchestration. Operators can command assets (e.g., radar, optical, passive radio frequency) through the
same interface without needing to know the specific technical details of each sensor. By abstracting technical com-
plexity behind intuitive interfaces, operators can focus on desired outcomes rather than implementation details when
responding to dynamic space events. Additionally, operators retain access to MACHINA’s underlying data when
needed, enabling real-time system analysis and troubleshooting.

6. CONCLUSION AND FUTURE WORK

This research suggests that on-premises large language models may enhance Space Domain Awareness operations,
with our agent achieving 86.4% error recovery and 91.4% fault tolerance in operational testing. These results suggest
that LLM agents can bridge the semantic gap between human operators and machine-executable commands while
maintaining the security requirements of defense environments. The system’s state-based architecture and structured
natural language processing pipeline provide a template for deploying conversational interfaces in operational contexts.

The system’s architecture ensures that human operators retain decision-making authority while benefiting from the
efficiency gains of automated translation between natural language and structured commands. By replacing manual
scripting with a conversational interface, the system lowers the expertise barrier while keeping human approval gates
that safeguard mission integrity. However, the modest improvement in Final State Accuracy from 80.1% to 81.3%
despite achieving 95.3% task completion reveals a limitation: while the system reliably completes tasks, it struggles
with output correctness in approximately one-fifth of cases. This accuracy gap represents an area for future refinement,
as operational SDA requires both task completion and precision.

Future work will extend our single-agent architecture toward autonomous multi-sensor orchestration with tiered au-
tonomy. Building on the current natural language interface, we will investigate how LLMs can decompose objectives
into coordinated sensor tasking sequences while maintaining human oversight. This extension will require developing
safety bounds and adaptive decision-making protocols. Additionally, we will implement mechanisms for mandatory
human approval of high-consequence actions. We will also examine how LLM-based orchestration can reduce op-
erator workload during events such as unexpected orbital maneuvers, with particular focus on maintaining satellite
custody and reducing collision risk uncertainty in congested orbital regimes.
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APPENDIX A

User/Agent Conversation: Satellite Tracking Objective

User: When will STARLINK-3272 next be visible to the sensor SENSOR-A?

Agent: STARLINK-3272 is not currently visible to the sensor SENSOR-A. The next opportunity
is today, starting at 10:05 UTC. It will be visible for 5 minutes, ending at 10:10 UTC, and will
reach a peak height of 45°.

User: From the registered objectives, please load the schema for periodic revisit

Agent: The schema for the PeriodicRevisitObjective is as follows:

classification marking (str): Classification level of objective intents.

objective_uuid (str, optional): Objective UUID generated by the belief state. Defaults to None.
objective name (str, optional): Name for this objective. Defaults to Periodic Revisit Objective
{UUID}

User: Make a new periodic revisit objective for the target “STARLINK-3272” using sensor
SENSOR-A in TEST mode and with “U” markings, priority set to 5, number of frames set to 5,
five revisits per hour, and please ignore other objective intent submissions. Also, set the collects
to be RATE_ TRACK_SIDEREAL and set integration time to 10. Relative to current time, set
the start for when STARLINK-3272 will next be visible. Proceed:

Agent: The working document has been updated with the following information:
objective_definition: PeriodicRevisitObjective

classification marking: U

objective name: Periodic Revisit Objective for STARLINK-3272

datamode: TEST

objective_start_time: 2025-08-27T10:05:00Z

objective_end_time: 2025-08-27T11:05:00Z

intent_start_time: 2025-08-27T10:05:00Z

intent_end_time: 2025-08-27T11:05:00Z

intent_source: 15SPSS

intent_origin: TAKO

priority: 5

visibility_check: true

patience minutes: 30

end_time_offset_minutes: 60

sensor name_list: SENSOR-A

collect_request_type: RATE_ TRACK _SIDEREAL

frame_type: LIGHT

number_of _frames: 5

integration_time: 10

target_id list: STARLINK-3272

revisits_per_hour: 5

ignore_other_objective_intent_submissions: true

optimal_frames_per_hour: 400

planning horizon_hours: 1.0

User: Please use the target id “99abc76{-4361-4ffe-b360-d87e421d7494” for EKRAN 2
Agent: The working document has been updated with the following information:
target_id_list: 99abc76f-4361-4ffe-b360-d87e421d7494

User: Submit this objective
Agent: The objective has been successfully created and started with UUID: 149f191f-a8f7-4619-
be63-7e384764a02a.

Fig. A.1: Example user-agent conversation for satellite tracking objective creation and submission.




Sensor Location Retrieval Evaluation

User: Give me the lat and long for SENSOR-B
Agent: The latitude and longitude for SENSOR-B is 20.7984, -156.3319.

Q3 Trajectory Comparison

Type Trajectory
Golden [‘get_sensor_lat_long’]
Actual  [‘get_sensor_lat_long’]

L Evaluation Results

Task Completion: @ SUCCESS

Tool Selection Accuracy: 100.0% (1/1)
Parameter Generation Accuracy: 100.0% (1/1)
Path Efficiency: 100.0%

Response Content Accuracy: @ SUCCESS

Fig. A.2: Sensor location retrieval evaluation showing straightforward user-agent interaction where the agent success-
fully retrieves coordinates for a sensor using the correct tool call with perfect parameter matching.

Target TLE Retrieval Evaluation

User: Can you get the TLE for target ‘TARGET_123’7
Agent: The target name ‘TARGET_123’ is invalid. Please provide the correct target name.

User: My mistake, please try COSMOS 2520 instead.

Agent: Here is the TLE for COSMOS 2520:

1 429070 17046A 25233.61332539 .00000118 00000+0 00000+0 O 9995

2 42907 0.0165 111.2607 0000413 148.7862 335.9004 1.00264832 29391

¥2 Trajectory Comparison

Type Trajectory
Golden [‘get_target_tle’, ‘RequestAssistance’, ‘get_target_tle’]
Actual  [‘get_target_tle’, ‘RequestAssistance’, ‘get_target_tle’]

L Evaluation Results

Task Completion: & SUCCESS

Tool Selection Accuracy: 100.0% (2/2)
Parameter Generation Accuracy: 100.0% (3/3)
Error Recovery: @ SUCCESS

Fig. A.3: Target TLE retrieval evaluation showing user-agent interaction where the requested target ‘TARGET_123’
is not found in the database, triggering error recovery through assistance request, followed by successful retrieval of
‘COSMOS 2520°.



Robustness: Ambiguous Input Handling

User: Give me a TLE.
Agent: You need to specify a target / satellite name to get the TLE for.

User: My bad, please give me TLE for COSMOS 2520

Agent: Here is the TLE for COSMOS 2520:

1 42907U 17046A 25233.61332539 .00000118 00000+0 00000+0 O 9995

2 42907 0.0165 111.2607 0000413 148.7862 335.9004 1.00264832 29391

Q% Trajectory Comparison

Type Trajectory
Golden [‘RequestAssistance’, ‘get_target_tle’]
Actual  [‘RequestAssistance’, ‘get_target_tle’]

Lt Evaluation Results

Task Completion: @ SUCCESS

Tool Selection Accuracy: 100.0% (2/2)
Parameter Generation Accuracy: 100.0% (2/2)
Path Efficiency: 100.0%

Response Content Accuracy: @ SUCCESS
Error Recovery: @ SUCCESS

Fig. A.4: Robustness evaluation demonstrating the agent’s handling of ambiguous user input. The initial request ‘Give
me a TLE.” lacks target specification, prompting the agent to request clarification before successfully retrieving the
TLE for ‘COSMOS 2520°.



Periodic Revisit Objective Creation

User: From the registered objectives, please load the schema for periodic revisit

Agent: The schema for the ‘PeriodicRevisitObjective’ is as follows:

[Schema details provided showing all parameters like classification_marking, objective_name,
data_mode, priority, sensor_name_list, etc.]

User: Make a new periodic revisit objective for targets 00123, 09876 using SENSOR-X in
TEST mode and with ‘U’ markings, priority set to 10, number of frames set to 5, five revis-
its per hour, and please ignore other objective intent submissions. Also, set the collects to be
RATE_TRACK_SIDEREAL and set integration time to 10.

Agent: I need the start and end times for the objective. Please provide the start and end times
in ISO 8601 UTC timestamp format with Z suffix (in %Y-%m-%dT%H:%M:%SZ format).

3 Trajectory Comparison

Type Trajectory
Golden [‘get_schema_for_objective’, ‘RequestDocumentEdit’]
Actual  [‘get_schema_for_objective’, ‘RequestDocumentEdit’, ‘Request Assistance’]

L Evaluation Results

Task Completion: @ SUCCESS

Tool Selection Accuracy: 100.0% (2/2)
Parameter Generation Accuracy: 100.0% (2/2)
Path Efficiency: 53.3%

Final State Accuracy: @ 100.0% (19.0/19)

Fig. A.5: Periodic revisit objective creation evaluation demonstrating schema loading and objective configuration for
targets ‘00123’ and ‘09876’. The agent requests timing information despite these being optional parameters, resulting
in reduced path efficiency (53.3%) while maintaining perfect task completion and parameter accuracy.



Intent Summary Retrieval Evaluation

User: Give me summary of all the intents

Agent: Here is the summary of all the intents:

Total Intents: 6805

Status Counts: FAILED: 6696, SCHEDULED: 109

Priority Distribution: Priority 4: 2715, Priority 3: 3045, Priority 2: 365, Priority 1: 83,
Priority 5: 597

Source/Origin: 15SPSS: 6805 intents, TAKO: 6805 intents

Update Statistics: Total Updates: 82887, Average per Intent: 12.18

Q3 Trajectory Comparison

Type Trajectory
Golden  [‘get_collect_request_info’]
Actual  [‘get_collect_request_info’]

L Evaluation Results

Task Completion: @ SUCCESS

Tool Selection Accuracy: 100.0% (1/1)
Parameter Generation Accuracy: 100.0% (1/1)
Path Efficiency: 100.0%

Response Content Accuracy: @ SUCCESS

Fig. A.6: Intent summary retrieval evaluation showing efficient single-step information retrieval. The agent correctly
selects the ‘get_collect_request_info’ tool to provide comprehensive statistics on the system intents, showing perfect
performance across all evaluation metrics.



Collect Request Error Recovery Evaluation

User: Give me summary of all the collect requests

Agent: Here is the summary of all the collect requests:

Total Intents: 6805, Status: FAILED: 6696, SCHEDULED: 109

Priority Distribution: Priority 4: 2715, Priority 3: 3045, Priority 2: 365, Priority 1: 83,
Priority 5: 597

User: What’s the TLE data for sensor SENSOR-C?

Agent: I was unable to find the TLE data for SENSOR-C. It seems like it might not be a valid
target name. Could you please provide the correct target name or confirm if SENSOR-C is indeed
the target you are referring to?

User: Actually, I meant the collect request statuses for SENSOR-C.

Agent: Here is the status breakdown for the collect requests associated with the sensor SENSOR-
C:

FAILED: 6696, SCHEDULED: 109

Q3 Trajectory Comparison

Type Trajectory
Golden [‘get_collect_request_info’, ‘get_target_tle’, ‘RequestAssistance’]
Actual  [‘get_collect_request_info’, ‘get_target_tle’, ‘RequestAssistance’]

L Evaluation Results

Task Completion: @ SUCCESS

Tool Selection Accuracy: 100.0% (3/3)
Parameter Generation Accuracy: 100.0% (3/3)
Path Efficiency: 100.0%

Response Content Accuracy: @ 100.0% (3/3)
Error Recovery: @ SUCCESS

Fig. A.7: Collect request error recovery evaluation demonstrating the agent’s ability to handle user confusion between
target and sensor names. When the user requests TLE data for a sensor (not a target), the agent correctly identifies the
error and requests clarification, leading to successful resolution of the intended collect request status inquiry.



Multi-Turn Collect Request Query Evaluation

User: Give me summary of all the collect requests
Agent: Here is the summary of all the collect requests:
Total Intents: 6805, Status: FAILED: 6696, SCHEDULED: 109

User: What about the number of failed collects for SENSOR-D?
Agent: The number of failed collects for SENSOR-D is 6696.

User: How many scheduled for SENSOR-E?
Agent: The number of scheduled collects for SENSOR-E is 109.

User: Which sensor has the most tentatively scheduled?
Agent: The sensor with the most tentatively scheduled collects is [List of sensors...] with 109
scheduled collects each.

User: What sensors are they?
Agent: The sensors are: [List of sensors...

3 Trajectory Comparison

Type Trajectory
Golden [‘get_collect_request_info’]
Actual  [‘get_collect_request_info’]

L Evaluation Results

Task Completion: @ SUCCESS

Tool Selection Accuracy: 100.0% (1/1)
Parameter Generation Accuracy: 100.0% (1/1)
Path Efficiency: 100.0%

Response Content Accuracy: £\ 80.0% (4/5)

Fig. A.8: Multi-turn collect request query evaluation demonstrating the agent’s ability to handle sequential questions
about sensor statistics. The agent efficiently retrieves data once using ‘get_collect_request_info’ and answers multiple
follow-up queries from memory, achieving perfect tool selection and path efficiency. The reduced content accuracy
(80%, 4/5) stems from the agent listing individual sensor names instead of recognizing that ‘all’ sensors are tied with
equal scheduled collects. Note that both responses are logically equivalent, our evaluation framework is limited to
verbatim keyword matching rather than semantic equivalence.



Search Objective Creation and Modification

User: From the registered objectives, please load the schema for search

Agent: Here is the schema for the SearchObjective:

[Schema details provided showing parameters like classification_marking, target-id, sensor_name,
search_type, etc.]

User: Create a SearchObjective for target 98876 using sensor SENSOR-F. Set S marking, REAL
mode, priority 5, RATE_TRACK_SIDEREAL tracking. Start at 2025-08-18 09:30:00+00:00, end
at 2025-08-18 11:00:00+00:00. Initial offset 60 seconds, final offset 90 seconds, frame overlap 70%,
end time offset 45 minutes. Use search type ALONG_TRACK with search start time 15 minutes
after objective start.

Agent: The following information is missing from the schema: binning, number_of_frames, inte-
gration_time. Please provide this information.

User: Change the search type to... wait I need to check what options are available
Agent: The available search types are: ALONG_TRACK, CROSS_TRACK, SPIRAL,
STAIR_STEP, ZIG_ZAG

User: Please change the search type to CROSS_TRACK and update the initial offset to 45 seconds
Agent: The following information is missing from the schema: binning, number_of_frames, inte-
gration_time.

Q2 Trajectory Comparison
Type Trajectory
Golden [‘get_registered_objectives’; ‘get_schema_for_objective’,
‘RequestDocumentEdit’, ‘RequestAssistance’; ‘RequestDocumentEdit’]
Actual  [‘get_registered_objectives’, ‘get_schema for_objective’,
‘RequestDocumentEdit’, ‘RequestAssistance’; ‘RequestDocumentEdit’]

" Evaluation Results

Task Completion: @ SUCCESS

Tool Selection Accuracy: 100.0% (4/4)
Parameter Generation Accuracy: 100.0% (5/5)
Path Efficiency: 100.0%

Final State Accuracy: £\ 93.6% (17.8/19)
Error Recovery: ® SUCCESS

Fig. A.9: Search objective creation and modification evaluation demonstrating complex multi-step objective configu-
ration. The agent successfully loads the search schema, creates a detailed SearchObjective with numerous parameters,
provides available search type options when requested, and processes subsequent modifications. The slight reduction
in final state accuracy (93.8%) reflects minor field mismatches while maintaining perfect trajectory execution and error
recovery.



